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Introduction
Document Version
This document describes how Load Balancing can be used with software systems. In particular, this
document is relevant to IBM MQ (formerly WebSphere MQ), IBM Integration Bus (formerly
WebSphere Message Broker), WebSphere Application Server, as well any other middleware or
endpoint software that can utilize this capability.
This document describes the architectural capabilities of Load Balancing, its relationship with HighAvailability (HA), and the architectural and design considerations associated with its
implementation. This document also covers some of the essential network information necessary to
fully discuss Load Balancing. Finally, this document covers the configuration of specific vendor Load
Balancing products. These products include:


A10 Networks AX series Load Balancers
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Load Balancing
Introduction
Load Balancing is a network function that provides a “one-to-many” routing capability at the
network level. In other words, network traffic arriving at a given TCP/IP address may be routed to
more than one TCP/IP destination address. This capability is provided through a network device;
typically a specialized network hardware device termed a “Load Balancer”.
The Load Balancer provides a number of different benefits, each of which is discussed in a following
Section. These benefits include:




Scalability
High-Availability
Network Address Translation

Horizontal Scaling (Capacity)
Scalability, in this case Horizontal Scaling, is the property of a system to “scale” over a range of
different input loads. For telecommunications traffic, this means the ability to handle increasing
volumes of TCP traffic. Scalability can generally be provided in one of two modes. Vertical Scaling is
the ability of a single component to handle increasing levels of traffic. Increasing Vertical Scalability
involves using increasing amounts of an individual components processing power. This can be
achieved either by allocating more processes (e.g. threads) to the task or by increasing the
components processing power (CPU, NIC, etc.) or memory (Real or Cache).
All individual devices have limits to their ability to scale vertically. Once the “Vertical” limits of an
individual device are reached, the only remaining alternative is to add more devices. This approach
is termed “Horizontal Scaling”. A Load Balancer enables Horizontal Scaling by spreading inbound
communications over more than one back-end device. Note that it is TCP Connections, and
therefore Application Sessions, that are being balanced!
Load Balancing (Horizontal Scaling) therefore enables more Connections/Sessions to be handled
simultaneously. This increases the overall capacity of the system to process work (Capacity). Load
Balancing has no impact upon the ability of an individual Connection/Session to process work more
quickly (Latency). Load Balancing can be used in front of all of the following back-end software:




Application Servers (WebSphere Application Server, Apache Tomcat, Redhat JBoss)
Asynchronous Messaging Engines (IBM MQ, Apache ActiveMQ, RabbitMQ, etc.)
Message Brokers (IBM Integration Bus, Fuse, Apache Kafka, etc.)

Note that since a “one-to-many” routing paradigm is being implemented, the “one” part requires a
single end-point. This “one” part is called a Virtual IP (VIP) address. The VIP must be a network
address that is routed to the Load Balancer, but it is not the address of the Load Balancer itself.
Instead, it is the address that will be associated with the “many” servers behind the Load Balancer.
In this respect, the Load Balancer acts in the same manner as a firewall, mapping multiple different
incoming addresses into their corresponding outbound address. In the case of a Load Balancer,
however, a single inbound address can be mapped into multiple different back-end addresses.

High-Availability
While Horizontal Scaling is an architectural pattern designed to enable a system to handle increasing
volumes of work (in this case network traffic), High-Availability (HA) is the ability of a system to
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accept inbound work. Capacity is typically measured in something like Transactions per Second
(TPS). Availability is generally measured in percentages; something like “time available to accept
work / total time” (e.g. “up-time” percentage).
While Horizontal Scaling increases the overall capacity of a system to handle work, so the maximum
TPS rating of a system is increased, at the same time it also increases the number of components in
the system. Since there is now more than one back-end component, the failure of any single backend component will not result in making system processing unavailable, although it will lower the
overall TPS capacity of the system. The Load Balancer itself is an additional component and a point
of failure, but these devices are typically far more highly available than the software and servers
behind them.
Load Balancing provides Horizontal Scaling which therefore increases the overall availability of the
system. There is, however, a second component of HA that Load Balancing does not address. While
Load Balancing increases the overall “uptime” of a system to process incoming work, it does nothing
to ensure that any “in-progress” work will not be lost. This second aspect of availability is also part
of a complete HA system. This aspect of HA can only be resolved by making an individual back-end
component more available. This is achieved by increasing the redundancy of a back-end
component; typically through a “multi-instance” configuration.

Multi-Instance Components
As was previously discussed, the ability of a system to ensure the completion of “in-progress” work
is the final part of a complete High Availability (HA) solution. Since every component in a system
has, in engineering terms, a “Mean Time Between Failure” (MTBF), the overall availability of any
system can only be increase by increasing redundancy, so that more than one individual component
must fail in order for the system to fail.
While these capabilities are already built into modern hardware components, they are not present
in software systems. This capability can either be built into the software or provided externally.
Examples of external HA software solutions include:



Veritas Cluster Server
Linux-HA

Examples of software that has built in HA capabilities include:



IBM MQ
IBM Integration Bus

All of these HA solutions involve splitting a single software runtime “image” across two or more
servers. There are two pieces of glue that bind the separate servers together:



Shared network storage (disk)
Shared TCP/IP address (Virtual IP)

This configuration allows the software to write to the shared disk, but to be executed on multiple
different servers. It also ensures that inbound network traffic (to the VIP) will be routed to the
correct server. Typically, multi-instance HA technologies operate in one of two modes:



Active-Active (Software instances run simultaneously on both servers)
Active-Passive (Software instance runs on only one server at a time)

It should be noted that the VIP required by the Multi-instance components is a different VIP than
the one the Load Balancer uses. This VIP routes between the “instances” (servers) that are capable
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of handling the individual component. While a complete discussion of multi-instance HA is beyond
the scope of this paper, the intersection of multi-instance HA and Load Balancing can be
summarized as follows:





Load Balancing provides increased HA to process inbound work
Load Balancing does not provide increased HA to complete “in-progress” work
Multi-Instance components proved increased HA to complete “in-progress” work
Both Load Balancing and Multi-Instance require separate Virtual IP address support

Load Balancing Algorithms
When implementing a Load Balancing group, most Load Balancer devices can be configured to
support different routing algorithms to control the flow of traffic to the back-end servers. In
addition to the algorithm, most Load Balancer devices have some mechanism to detect both the
availability and the performance (e.g. response times) of the back-end servers. In most cases,
starting off with default behavior will be sufficient, but this is something to keep in mind. It is
important to note that these routing decisions must be made at the Connection (Session) level and
not at the Packet level.
The most common default behavior is some form of “Round Robin” processing. Round Robin
processing passes incoming requests to each the back-end servers; one at a time, one after the
other. It is important to note that most devices take some kind of network performance into
consideration, so this algorithm will not necessarily be followed blindly.
There is another case where the Middleware requirements should be provided to the network
engineers so that they can implement an appropriate solution. Sometimes “weighting” is required if
the back-end servers vary in available processing power. Weighting basically modifies Round Robin
behavior to more heavily favor specific servers. This is typically implanted when the back-end
servers are not homogenous in their existing processing power and/or workloads.
As previously mentioned, Load Balancers may support a number of different routing algorithms.
These algorithms can include:





Round Robin (Route to the “next” back-end server)
Least Connections (Route to the back-end server with the fewest active connections)
Observed Connections (“Least Connections” plus connection duration considerations)
Predictive (Similar to “Least” and “Observed” plus uses empirical data)

An initial algorithm can generally be chosen and tuning can take place from that starting point. As
previously mentioned, the default algorithm (normally Round Robin) this is generally a good starting
point. In any case, the configuration of the routing algorithm is a discussion that should take place
between the Application and Network engineers. Neither party normally has sufficient information
to make the correct decision on their own.

Address Translation Modes
Traffic from the ‘Internet’ coming into or out of the ‘Intranet’ normally has public internet addresses
translated into private intranet addresses and vice versa. These translations are performed by a
network device called a “Firewall” and are illustrated in both Figure 1 (inbound) and Figure 2
(outbound). Since the Load Balancer sits in between the Client and Destination servers, inbound
traffic must also pass through the Load Balancer. The addition of a Load Balancer is illustrated in
Figure 3.
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Returning outbound traffic may, or may not, pass through the Load Balancer depending upon how
the Load Balancer is configured within the network. The Load Balancer also has the ability to
translate both source and destination addresses on both inbound and outbound (if routed through
the Load Balancer) traffic. Note that this ability is in addition to the normal Firewall Network
Address Translation (NAT) that takes place.
In addition to the Firewall and Load Balancer, there are other network devices (switches, etc.) that
are also necessary to create a functioning network. The resulting complex interaction of all of these
devices is one of the reasons why networking has always been a specialized knowledge domain
within Information Technology organizations.
The “bottom line” is that the network professionals will need to be involved in the configuration of
the various network components required to implement Load Balancing. It is still incumbent,
however, upon Middleware professionals to understand enough networking concepts to be able to
help facilitate the Load Balancing deployment.

Figure 1 - Inbound HTTP Request NATing
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Figure 2 - Outbound HTTP Response NATing

To summarize:


The “Firewall” normally translates public (Internet) addresses into private (Intranet)
addresses. This is done for both inbound and outbound traffic.



The “Load Balancer” also has the ability to translate source and destination addresses. The
behavior of the Load Balancer in this regard is a function of both how the hardware was
installed and how the Load Balancing was configured.



While the network professionals will determine how the network routing will take place, the
Middleware requirements for security need to be provided to the network engineers. These
requirements are for the support of the SSL and TLS protocols.



The SSL and TLS protocols need to be able to match the “Common Name” on a certificate to
the corresponding SSL/TLS Client or Server. This “Common Name” is typically a DNS name.
The SSL/TLS protocol will determine the DNS name of the server it has reached by
performing a Reverse DNS lookup (lookup DNS name from TCP/IP address).



The resulting security requirement is that the Client and Server TCP/IP addresses passed
through the network match the X.509 certificates that will be used for authentication. This
means that the location (Load Balancer or internal server), Common Name, Load Balancer
address translation, and Firewall address translation (NAT) must all work together to
achieve the desired result.
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Figure 3 - Inbound Load Balancer

In the figures associated with this Section, both the inbound and outbound flows of packets from
the Client to the Server are illustrated. The function of the Load Balancer is also illustrated. These
figures illustrate the following points:


The “Destination” address that is perceived by the client is actually a Firewall address. The
firewall translates the destination address into the actual intranet address of the destination
server.



The addition of a Load Balancer is illustrated in Figure 3. In this case, the Firewall translates
the “Destination” address into the Load Balancer address. The Load Balancer then
determines which server to route the packets to and translates the “Destination” address
into the address of the chosen server.



A closer examination of Figure 3 will reveal that, in addition to translating the “Destination”
address, the Load Balancer also has the option of translating the “Source” address in the
TCP/IP packets. In other words, the Load Balancer is capable of replacing the original Client
address with its own TCP/IP address.



The behavior of the network in terms of address translation and reverse DNS lookup must
be compatible with both the X.509 certificate field values and the location (e.g. server)
where those certificates are located.

Background - Open Systems Interconnection (OSI) Network Layers
The information provided in this Section is for background reference and not needed to configure
Load Balancing, although it may improve communication between the middleware and network
engineers. Networking has steadily evolved over time and numerous protocols have come and
gone. As a way of managing an every increasingly complex problem, a layered model for networks
was developed.
The Open Systems Interconnection (OSI) model is a conceptual model that describes multiple (7)
layers of communication between applications. Each of these layers provides a set of functions that
can be built upon by succeeding layers. The OSI architecture was designed to guide the
development of protocols that could be used to interconnect computing hardware. The OSI model
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is not a protocol specification! Note that specific protocols may loosely, or not at all, map to the OSI
model. In particular, the Internet Protocol (IP) suite does not strictly map to the OSI model.
The OSI model was designed to guide the development of a hardware and system software
infrastructure that would support the real-world application software. Its highest level (Layer 7)
describes the connection between two application software instances. The OSI model thus spans
network, server, and middleware components. The OSI layers are:








Layer 1
Layer 2
Layer 3
Layer 4
Layer 5
Layer 6
Layer 7

-

Physical
Data Link
Network
Transport
Session
Presentation
Application

Layer 1 – Physical
Layer 1 defines the physical and electrical properties of connections (Ethernet, USB, etc.), the
transmission mode (simplex, duplex, etc.), and the network topology of the specific connection
(bus, ring, etc.).
Layer 2 – Data Link
Layer 2 defines the transmission of data between two directly connected nodes (Neighbor to
Neighbor). The IEEE 802 standard divides this layer into two separate sub-layers: the Media
Access Control (MAC) and Logical Link Control (LLC). Ethernet (802.3) and Wi-Fi (802.11) are
two well known Layer 2 protocols. Layer 2 perceives the world as a flat address space. The
Ethernet protocol predates the IP protocol and was designed to be a plug-and-play protocol in
which the device addresses were assigned by the manufacturer. This continues to be true for
Network Interface Cards (NIC), which continue to have a MAC address assigned by the
manufacturer.
Layer 3 – Network
Layer 3 defines the transmission of data between two nodes within the same network. These
nodes do not have to be directly connected to one another. In fact, the connection between the
source and destination is typically routed through one or more intermediate nodes. This layer
must therefore perform a routing function and translate the logical network addresses into
physical device addresses for use by Layer 2. IP is the most common layer 3 protocol.
Layer 4 – Transport
Layer 4 provides for transmission across multiple networks and this capability may require
support for multiple different protocols. It also preserves the state of a connection to be
preserved. This allows for acknowledgements, flow control, error handling, retransmission, and
other features to be implemented. TCP and UDP are common layer 4 protocols.
Layer 5 – Session
Layer 5 provides for managing a longer-lived connection between application components.
Some of the features provided by this level include authentication, authorization, checkpoints,
and error recovery. It should be noted that the TCP/IP protocol does not recognize this layer.
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Layer 6 – Presentation
Layer 6 provides for the delivery and formatting of information. This includes character code
conversion, handling of data structures (e.g. strings), serialization (e.g. XML), and encryption
(although this can be implemented in a number of different layers).
Layer 6 – Application
Layer 7 provides an “application” to “application” connection. This connection enables the
completion of meaningful “application” work. FTP and HTTP are examples of layer 7 protocols.
Telnet and Web Browsers are examples of Layer 7 “applications”.
The first four OSI layers are considered part of the traditional “network” domain. Network devices
are often described by the OSI layer of services which they implement. Load Balancers can often be
configured to implement the functions of a Layer2, Layer3, or Layer 4 network device. The device
names commonly associated with the various OSI layers are as follows:





Layer 1:
Layer 2:
Layer 3:
Layer 4:

Repeater
Bridge (Ethernet)
Router (IP)
Gateway (TCP)

Background - Network Terminology and Devices
The information provided in this Section is also for background reference and not needed to
configure Load Balancing, although it may also improve communication between the middleware
and network engineers. Network hardware, software, and protocols have a long history of
development and change. The rate of development and improvement of hardware and software
has been faster than the development of standardized terminology and protocols.
In the same manner as computer server technology, each generation of network device has
significantly increased the processing power, and therefore capability, of the device. This has led to
devices provided increased functionality; with the frequent result that a single device has
capabilities that overlap two or more previous devices. As with other areas of computing,
terminology has struggled to keep up with capabilities!
The concept of a network has grown from the initial connection of a handful of devices to the
potential interconnection of all know devices in the universe; the Internet of Things (IoT). While a
“network” of a handful of devices is simple to control and manage, a “network” of untold and ever
changing numbers of devices is a far more complex proposition. Network terminology is often used
somewhat loosely, especially when communicating between network specialists and other IT
professionals. Some of the terminology commonly used to describe networks is:


Network:




Subnet:
WAN:



LAN:

A logical grouping of devices that can all interconnect and communicate using a
common protocol. Every device within the network must have a unique
network address. This interconnection is implemented through a number of
different network devices. Internet Protocol (IP) is the most common network
protocol.
A portion of a network that shares a common portion of the network address.
Wide Area Network. A diverse geographical network that is composed of
multiple LANs.
Local Area Network. A geographical small (building or campus) network of
connected devices that constitutes a “closed” network or a subnet of a larger
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Packet:



Frame:

network. Ethernet (IEEE 802.3) and Asynchronous Transfer Mode (ATM) are
two of the most common LAN protocols.
A portion of a message transmitted over a “packet switched” network. A packet
contains not only the message data (frame) but also network destination
information.
The lowest level of data transfer within a LAN.

In order to break a network into smaller subnets, and to break subnets into WAN and LAN segments,
a number of different network functions are required. Names have been given both to these
functions and to the devices which implement these functions. Unfortunately, device capabilities
have grown more quickly than our terminology and many device names are used somewhat loosely.
Further complicating this situation is that each generation of device combines multiple functions
previously split across separate devices or even adds new functions. Some of the function and
device names commonly used are:


Gateway:




Router:
Switch:



Bridge:



Hub:

A router placed between two or more networks. Gateways provide routing to
addresses outside of the local sub-net.
A device that forwards and routes network packets within a network.
A device that both filters and routes traffic between LAN segments. A switch
performs the same logical function that a Hub performs, but instead of
broadcasting the incoming Frames to all LAN segments, the Frames are routed
to their destination segment. In order to do this, the switch must maintain a
routing table.
A device that connects two LANs, or two segments of the same LAN that use the
same protocol. These devices work on OSI level 2. The destination is
predetermined based upon information in the incoming Frame.
A common connection point between a group of LAN segments. A Hub contains
multiple ports. All incoming traffic (Frames) on a port is copied (broadcast) to
all other ports. Thus, all Frames are routed to all LAN segments. Note that this
consumes a considerable amount of network bandwidth!

In particular, note that the terms “Gateway”, “Router”, and “Switch” are often used
interchangeably. Another newer term is “Application Delivery Controller (ADC), which is a device
than may contain OSI layer 3 through 7 features as well as performing Load Balancing. Finally, the
term “Load Balancer” is often used to refer to a network device that performs Load Balancing even
though that device may also have many more features and functions.

Load Balancing Network Implications
It can be seen from the preceding discussion that the network may be far more complicated to a
network engineer than it appears to be from the outside. Most of the network implementation
details need to be left up to the network engineers and will not have a functional impact upon the
System Software that is being Load Balanced. There are, however, some significant exceptions to
this rule that must be understood and communicated to the network engineers. These exceptions
are:




Affinity (Sticky Sessions)
Secure Socket Layer (SSL) / Transport Layer Security (TLS) considerations
Firewall considerations

Affinity
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If required, the Load Balancer must support “Session Affinity”, sometimes referred to as “Sticky
Sessions”. This feature, enables subsequent requests from a client to be routed to the same backend server. This “static” routing persists for some defined period of time. This behavior is often
assumed by applications and must explicitly be configured in the Load Balancer. Note that this
feature is frequently disabled, by default, in the Load Balancer.
SSL/TLS
The SSL/TLS requirements need to be specified to the network engineers to ensure that the network
will support the necessary security. This includes ensuring the following points:


The Domain Name Service (DNS) entry for the server must be known and the scope of that
name must also be specified (Internet, Intranet, Intranet subnet).



DNS Reverse name lookup must be supported on the destination server and be able to
retrieve the desired DNS name from that server.



The DNS name must match the Common Name of the certificate. Note than in some cases,
Subject Alternative Names (SAN) in the X.509 certificate can be used in place of the
Common Name.



The client must have the back-end X.509 certificate signer(s) in its Truststore.



If SSL/TLS Client Authentication is in place, the location performing the SSL/TLS handshake
must have the client X.509 certificate singer(s) in its Truststore. Note that this processing
may be performed on either the back-end server or a network device such as a Load
Balancer.

The important point to keep in mind is that the SSL client will only “know” the proper destination by
the name used to reach that destination. This is typically a DNS name, although in some cases it
could be a registered internet address. The matching destination server X.509 certificate must have
either a Common Name or a SAN that matches the name the client expects.
Firewalls
For traffic that will be routed to an Intranet Load Balancer from the Internet, at least one Firewall
will normally need to be transited. New Firewall rules will need to be created to allow Internet
access to the VIP. When requesting these firewall rules, the following information may need to be
supplied:


Protocol: If the protocol needs to be specified, this will typically be TCP/IP.



Traffic Direction: This should be specified as bi-directional since both inbound and
outbound traffic will need to pass through the firewall.



Duration: The TCP sockets created may need to be long-lived in order to support
application to application sessions.

Load Balancing Security (SSL/TLS) Implications
While a full description of Secure Socket Layer (SSL) / Transport Layer Security (TLS) is beyond the
scope of this paper, there is an intersection between Load Balancing and these security protocols
that must be understood architecturally. Nothing within Load Balancing will change these security
mechanisms, but the introduction of a VIP and the address translation provided in both the Firewall
and the Load Balancer will have the following impacts:

Page 13 of 24






The SSL/TLS client will attempt to connect to the VIP. Thus, the certificate the client expects
to receive is that of the VIP, not the back-end server.
The X.509 certificate for the VIP may have a different signer(s) than the certificates of the
back-end servers.
SSL/TLS clients will have to modify their configurations to point to the VIP. When they make
this configuration change, the will also have to ensure that they trust the VIP certificate (e.g.
have the VIP certificate Signers in their Truststore).
The certificate for the VIP can be stored in a Keystore on the Load Balancer or in the
Keystores on the back-end servers.

The end result is that the software administrators must communicate to the network personnel
what their requirements are, not propose a solution design! There are a number of different
network configurations that can be used to meet these requirements and the decision as to the best
way to meet the requirements is well within the network domain. The requirements, however, are
relatively simple and can be summarized as follows:


The actual encryption requirement needs to be specified. Is this requirement from client-toback-end server, from client-to-proxy, client-to-Load-Balancer, etc? Keep in mind any
Virtual Private Network (VPN) segments that may already be implementing encryption.



Is Client Authentication required? If so, on what server(s) will it be performed on? This will
determine where Truststores containing the Client certificate Signers will need to be
deployed.



Are there multiple different SSL/TLS requirements simultaneously (e.g. for multiple clients)?
If so, then multiple VIPs may be required to ensure that different clients can be routed to
different VIPs and receive different SSL/TLS processing.



What “server” does the client expect to connect to? This should be a VIP, and the
corresponding DNS entries and X.509 certificate need to be consistent with the client
expectations.

Load Balancing Architectural & Design Considerations
There are number of different factors that need to be weighed when designing the Load Balancing
solution. These factors include:





Configuration Management
Operational Control
Application Performance
Application Isolation

Configuration Management
As was previously discussed, Load Balancing provides both increased capacity and increased
availability. These benefits are achieved through horizontal scaling. For this solution to work
properly, the back-end server software across which the load is being spread must be identical in
order for the spreading of the load to be transparent. This means:


The System Software (WebSphere, IMQ, IIB, etc.) must be at the same level of code & patch
release. Note that this rule can be temporarily violated during software updates.



The Application Software (EAR, WAR, and BAR files) must be at the same release level. Note
that this rule may also be temporarily violated ruing software updates.
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The software configurations across the back-end servers must be compatible with their
interchangeable rule. They must all have the same Applications (WebSphere), Integration
Servers (IIB), or queues (IMQ) in order to process the incoming workload.

This synchronization is accomplished through administration processes. These back-end servers
need to be treated as a single group entity for the purposes of configuration management.
Operational Control
Each Load Balancing group becomes an operational entity. The Load Balancing for the group can be
modified, enabled, or disabled through the Load Balancer administrative console. The Load
Balancer can thus act as a single point of control for the workload being processed by the Load
Balancing group. If there are instances were separate kinds of traffic may need to be managed, this
may become part of the design consideration. Note that this is especially true if the workload is
spread across a large number of back-end servers. In that case, the only other alternative is to
manage each of the back-end servers independently
Application Performance
While any Load Balancing solution will provide some enhancement in terms of both capacity and
availability, not all Load Balancing solutions are equal. There are a number of performance issues
that should be considered when designing and implementing Load Balancing. These issues include:


Consider separating different types of traffic into different Load Balancing groups. Small
and/or very fast application transactions have a much different performance impact than
large and/or very long-lived application transactions. Different resources may need to be
provided to these different application workloads. Performance tuning is much more easily
accomplished if these types of workloads are separated into different Load Balancing
groups. Then each group can be tuned independently.



Consider the number of back-end servers to be included in the Load Balancing group. For
HA purposes, this benefit typically declines dramatically after adding the first additional
server. For scalability purposes, however, this is not the case. Consider the expected peak
workload as well as the average workload when determining the number of required backend servers.



Consider the Application topology. Applications typically require a number of different
resources. This resource pool frequently involves a database. In many cases, Application
performance is maximized by optimizing the usage of the Application’s most critical
resource. For instance, more back-end servers will require more database connections.
This can have a deleterious impact upon application performance. Adding back-end servers
and “increasing” capacity has actually been observed to reduce throughput!

Application Isolation
The Load Balancing group essentially becomes another “container” for holding Applications. In this
regard, the Load Balancing group is no different than any other Application container (Application
Server, CICS region, etc.). Applications compete for computational resources (CPU, memory, disk,
etc.) and behavior by one application can potentially negatively impact surrounding applications.
For Load Balancing groups, the “container” includes both the Load Balancer resources and the
resources of the back-end servers to which the workload is being routed. Isolating different
workloads in the backend will require implementing different Load Balancing groups to support the
different workloads.
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Load Balancers
A10 Networks – AX Series
Load Balancing Configuration
The AX series of products are administered through a Web Browser console. The three basic
Load Balancing objects that need to be configured are:




Real Servers
Virtual Servers (VIP)
Service Groups

The “Real Servers” are the physical back-end servers that will receive the incoming traffic from
the Load Balancer. These servers are defined by their DNS names (TCP/IP addresses) and port
numbers. This allows each port on an individual server to be separately Load Balanced. These
will be the addresses and port that the inbound traffic will be routed to. Note that all of the
back-end servers in a Load Balancing group must use the same port number!
The “Virtual Servers” are logical DNS names (TCP/IP addresses) and a port number. This
implements a Virtual IP (VIP) address. This TCP/IP address will resolve to one of the physical
addresses of the Load Balancer. This will be the address and port on which the inbound traffic is
received.
The “Service Groups” map between a VIP and the actual back-end servers. Since a “one-tomany” mapping is being implemented, the VIP (“One”) is mapped to the back-end servers
(“Many”) via the Service Group. It is this resulting triad of configured objects that implements
an operational Load Balancing group.
Network Configuration
The AX series of products support a number of different address translation modes. These
modes include:





Routed Mode
One-Arm Mode
Transparent Mode
Direct Server Return Mode

Routed Mode
This is by far the most common mode according to A10 Networks. In network terms, the AX acts
as a “Layer 3” router. Inbound request traffic arriving at the Load Balancer has specified the VIP
as the destination address. The Load Balancer replaces the VIP address with the address of the
selected back-end server and then forwards the traffic. To the back-end server, it appears as if
the traffic was sent from the client, not from the Load Balancer.
For outbound response traffic, the Load Balancer replaces the back-end server’s source address
with the VIP address. To the client, it appears as if the response originated from the Load
Balancer (VIP), not the back-end server. In this mode, the client is not aware of multiple backend servers and sees only one end-point (the VIP).
There are two key network points that must be understood when implementing Routed mode.
These two points are:
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The back-end servers must use the AX Load Balancer as their default gateway. This may
require some server level configuration that may also have network implications.



Inbound traffic must originate from a separate sub-net than the one the back-end
servers reside. Depending upon the network configuration, this may place some
unwelcome restrictions upon intranet traffic.

One-Arm Mode
One-Arm mode is also widely used. Inbound request traffic arriving at the Load Balancer has
specified the VIP as the destination address. As with Routed mode, the Load Balancer replaces
the VIP address with the address of the selected back-end server and then forwards the traffic.
However, in One-Arm mode, the Load Balancer also replaces the source address with its own
address. To the back-end server, it appears as if the traffic was sent from the Load Balancer, not
from the client.
As with the Routed mode for outbound response traffic, the Load Balancer replaces the backend server’s source address with its own VIP address. To the client, it appears as if the
response originated from the Load Balancer (VIP), not the back-end server. In this mode, the
client is not aware of multiple back-end servers and sees only one end-point (the VIP).
There are two key network points that must be understood when implementing One-Armed
mode. These two points are:


A “Source NAT” must be configured on the Load Balancer. This is the address that will
be used to NAT the client’s source address into.



The back-end servers will not be able to see the client’s source address. This may
impact SSL/TLS processing and/or other security mechanisms.

Transparent Mode
This mode is less common than the previous two modes according to A10 Networks. In network
terms, the AX acts as a “Layer 2” bridge. From a client and back-end server perspective,
Transparent mode appears to be identical to Routed mode! In this mode, neither side is aware
of the Load Balancer.
There are, however, differences in how the Load Balancer is integrated into the network. This
mode has a key network point that must be understood when implementing Transparent mode.
This point is:


Back-end server response must pass through the AX Load Balancer. This may make this
solution harder to implement at the network level.

Direct Server Return (DSR) Mode
This mode was designed for higher performance and is becoming less widely used as application
delivery controllers have gotten faster, according to A10 Networks. When the back-end servers
are plugged into the same network as the Load Balancer, then this called “Layer 2 DSR” and the
Load Balancer functions as a Layer 2 bridge. When the back-end servers are behind a router,
then this is called “Layer 3 DSR” and the Load Balancer functions as a Layer 3 router.
In this mode, the Load Balancer does not change any IP addresses on inbound traffic. Instead,
the VIP MAC address is replaced with the chosen back-end server’s MAC address and the traffic
is then forwarded. Outbound responses are sent directly to the client, using the Source IP
address of the VIP.
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There are two key network points that must be understood when implementing DSR mode.
These two points are:


This mode is very fast because the Load Balancer only has to process incoming traffic.



This requires configuration on each back-end server.
o For Layer 2 DSR, a loop-back address must be configured to equal the VIP.
o For Layer 3 DSR, IP stack configuration changes are required.

Administrative Console
The AX is managed through an administrative console. This console can be entered by entering
the TCP/IP address into a Web Browser (e.g. https://9.10.11.12). You will then have to “trust”
the Load Balancer’s certificate. At the login screen, enter the User name and Password for the
Load Balancer. The default User name and Password are:



User name:
Password:

admin
a10

The Home screen for the Load Balancer, which is the AX Summary tab, is illustrated below in
Figure 4. To configure a Load Balancing group, use the following menu selections:




Select the “Config Mode” tab at the top of the screen
Select the “Service” menu at the left of the screen
Select “SLB” (Server Load Balancing) from within the “Service” menu
o Select “Server” to configure Real Servers (back-end)
o Select “Service Group” to configure a Service Group
o Select “Virtual Server” to configure a VIP

These menu selections are illustrated in Figure 5. From this point, the Real Servers, Virtual
Servers (VIPs), and Service Groups can all be configured. Each of these three options is
illustrated in the following figures. For each option, both the “main” screen is shown as well as
the screen to add new information.
These objects should be configured in the order listed. This is because each object configured
references a prior object. Specifically:



When configuring a Service Group, Real Servers are accessed via a pull-down menu
When configuring a VIP, Service Groups are accessed via a pull-down menu.
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Figure 4 - A10 - Home Screen

Figure 5 - A10 Server Load Balancing Menu
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Figure 6 - A10 Server Load Balancing – Real Server – List Screen

Figure 7 – A10 Server Load Balancing – Real Server – Add Screen
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Figure 8 - A10 Server Load Balancing – Virtual Server – List Screen

Figure 9 – A10 Server Load Balancing – Virtual Server – Add Screen
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Figure 10 - A10 Server Load Balancing – Service Group – List Screen

Figure 11 - A10 Server Load Balancing – Service Group – Add Screen
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Best Practices


Empirical Nature of Networks: The interplay between all of the hardware, software, and
configuration settings in a network are complex and can be hard to predict. Also, as the
network becomes more complex, the opportunity for error increases. In networks, more is not
always better. Each new element introduced into the solution both provides additional
resources and creates another point of failure. Furthermore, the introduction of additional
elements may even detract from overall system performance!
These non-intuitive results have multiple causes. One cause is that adding additional elements
increases the overall complexity of the system. Tables get bigger, optimization algorithms get
lengthier and more complicated, etc. A second, and more important, cause is that too much
capability can actually defeat some of the performance optimization built into network
components. Caching, for instance, can be defeated by bypassing the component on which the
cache exists.
Finally, network paths are multi-directional. Optimizing the performance of one group of traffic
may often have a negative impact upon other traffic. Application programmers, Middleware
engineers, and Network engineers have different and complementary views of both the network
and of network performance. It takes a team effort to optimize application performance.
Recommendation: Benchmark baseline performance and test the impact of design and/or
configuration changes.



Session Management: There is a complicated interaction between Firewalls, Load Balancers,
other network devices, Server configuration (e.g. UNIX), and Application configuration. Typically
applications will expect a certain logical behavior and connection between the client and the
server. This is particularly true for Application Sessions.
Settings such as HTTP Keep-Alive need to be kept consistent across the end-to-end environment
so that they do not defeat one another. The impact of these settings on Session Cookies needs
to be considered and the Load Balancer may need to be configured to parse the Session Cookies
for routing information. Again, it takes a team effort to correctly configure the network and
server settings.
Recommendation: Enable “Sticky Sessions” via cookies. This allows routing decisions to be
made upon Load Balancer maintained cookies rather than the inbound IP address.
Recommendation: Communicate the session requirements between the Application, Server,
and Network engineers. It may take their combined knowledge to optimize Session
performance.
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